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ABSTRACT
This paper investigates the feasibility of a unified processor archi-
tecture to enable error coding flexibility and secure communication
in low power Internet of Things (IoT) wireless networks. Error cod-
ing flexibility for wireless communication allows IoT applications
to exploit the large tradeoff space in data rate, link distance and
energy-efficiency. As a solution, we present a light-weight Galois
Field (GF) processor to enable energy-efficient block coding and
symmetric/asymmetric cryptography kernel processing for a wide
range of GF sizes (2m, m = 2,3, ...,233) and arbitrary irreducible
polynomials. Program directed connections among primitive GF
arithmetic units enable dynamically configured parallelism to effi-
ciently perform either four-way SIMD 5- to 8-bit GF operations,
including multiplicative inverse, or a wide bit-width (e.g., 32-bit)
GF product in a single cycle. To illustrate our ideas, we synthesized
our GF processor in a 28nm technology. Compared to a baseline
software implementation optimized for a general purpose ARM M0+
processor, our processor exhibits a 5− 20× speedup for a range
of error correction codes and symmetric/asymmetric cryptography
applications. Additionally, our proposed GF processor consumes
431µW at 0.9V and 100MHz, and achieves 35.5pJ/b energy effi-
ciency while executing AES operations at 12.2Mbps. We achieve
this within an area of 0.01mm2.
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1 INTRODUCTION
Envision the future Internet of Things. We envision a future world
with a Trillion of IoT devices communicating with other (often
heterogeneous) devices. The devices can be configured to address
many standards, non-standard, custom specified communication
schemes for various use-case scenarios. The communication between
things will be enabled at anytime, anywhere among anything, from
the Internet of Things (IoT) toward Internet of Everything (IoE).

Today, IoT networks are often fragmented, having nodes with
different physical layer protocols such as Bluetooth Low Energy
(BLE) [5] or IEEE802.15.4 [51]. In the future, direct connectivity
should no longer be limited by a single protocol or one specific
physical layer ASIC.

The value of flexible baseband processing has been demonstrated
in previous works [9, 32, 57]. By dynamically changing config-
urations (signal bandwidth, modulation parameters, etc.) on the
Software-Define Radio (SDR) platform, IoT devices can adjust the
data rate to extend the operating distance with the same power bud-
get. SDR can enable higher energy efficiency when the operating
scenarios require shorter distance and/or lower data rates than that
are defined in a particular wireless standard. Rapid innovation is
enabled by the nature of SDR as new communication modulation
schemes and protocols can be easily adopted with a simple software
update. Enhanced spectral efficiency can be achieved via dynamic
adaptations in frequency planning, pulse shaping, and bandwidth
allocation.

Flexible radio solution is realizable without increasing the over-
all power consumption [9]. In fact, better energy efficiency can be
achieved via operating the SDR at an energy-optimal configuration
that might be outside the scope of a specific physical layer proto-
col [8, 24]. In this chapter, we augment the benefit obtained from
SDR baseband signal processing flexibility by also adding flexibility
to the information / error-correction coding in IoT communication.

1.1 Error Correction Coding Flexibility
Error correction coding is a very effective way to enhance reliability
in IoT communications. The optimal energy efficiency, data rate,
and link distance tradeoff can be obtained by adjusting the error
correction coding rate and/or the information encoding schemes.
There are many error correction codes that have been proposed for
low power wireless. Today, each physical layer protocol specifies
an error correction scheme that is optimized for a representative
scenario (combination of packet length, data rate and link distance).
For example, Bose-Chaudhuri-Hocquenghem (BCH) coding is the
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error correction method used in Body Area Networks [52], that al-
lows 2 or 3-bit error correction in a 63-bit codeword. Reed Solomon
(RS) codes also have been proposed for low power communication
because they work within the hardware complexity restrictions for
Low Data Rate Wireless Personal Networks (LDR WPAN) [13, 16].

A single fixed error correction code is suboptimal, given that
baseband processing is migrating towards a more versatile SDR
with flexible data rates, bandwidths and modulation schemes to sat-
isfy heterogeneous IoT operating scenarios. The information coding
flexibility, therefore, plays an important role in data-rate, distance,
and energy-efficiency tradeoffs for IoT communications. Ideally,
flexible coding should support a broad class of parameterized cod-
ing schemes for various standards or non-standard communications
to adapt to different channel conditions. A low rate encoding with
strong error correction capability should be applied in a noisy chan-
nel, while in a clean channel we should be able to pack more infor-
mation bits in a codeword. A flexible coding scheme should also
be able to address different error patterns, for example, be robust
enough to handle both uniformly distributed and burst bit errors.
Unlike convolutional, turbo, LDPC and polar codes that are widely
used in high performance broadband access, low power IoT com-
munications, with relatively low data rates and short packet lengths,
do not employ a long codeword. In this work, we address a broad
class of Galois Field (GF) based block coding schemes with a short
(< 100s bits) codeword as they are more common for low power IoT
wireless connectivity. By varying codeword length n, information
length k and GF size (2m), various block codes are supported that
can optimally adapt to different channel conditions and application
scenarios.

1.2 Cryptography
While the proposed flexible error correction coding schemes pro-
vide robustness against noise and interference, IoT wireless com-
munication that exchanges a plaintext through a shared medium is
fundamentally insecure to malicious attacks that eavesdrop and im-
personate in the middle of the network. Our proposed GF processor
addresses the security aspect of the IoT communication by providing
a unified architecture to perform not only error correction coding but
also popular cryptography kernel functions computed in a finite GF.

Asymmetric Cryptography. Asymmetric cryptography such as
Elliptic Curve Cryptography1 (ECCl) [22], is widely employed in
an authentication process to exchange a shared private key. However,
because of its extremely large GF (e.g., 2233), ECCl complexity
is orders of magnitude higher than that of the symmetric cryptog-
raphy process. Although, the asymmetric cryptography process is
called only once when a new secure session is established, ECCl
software implementation to perform long bit length GF operations is
very inefficient and typically incurs excessive latency when realized
on a low power general purpose processors (analysis provided in
Section 3.3.4). Because it is used infrequently, the area of an ECCl
solution is more critical than its energy efficiency provided it meets
the latency requirement. Our proposed GF processor architecture
provides an area efficient solution for ECCl without incurring a

1In this paper, we use ECCl to refer Elliptic Curve Cryptography and ECCr to refer
Error Correction Code.

significant overhead to the baseline architecture in order to support
both Error Correction Codes (ECCr) and ECCl .

Symmetric Cryptography. Once a secure session is established
through an ECCl based key exchange process, symmetric cryptog-
raphy using a shared private key is applied on a packet-by-packet
basis to encrypt / decrypt a plaintext / ciphertext message pair. A
widely used method for symmetric cryptography is the Advanced
Encryption Standard (AES). Unlike asymmetric cryptography ECCl ,
throughput of the symmetric cryptography should be matched to the
data rate of the underlying physical layer.

Traditionally, the coding and security modules are implemented as
dedicated accelerators [33, 35, 37] because they are computationally
intensive and do not efficiently map onto a general purpose processor
architecture. Moreover, due to lack of programmability in the legacy
physical layer, coding flexibility has not been widely explored. With
the move towards SDR, this opens a new research possibility on
microarchitectures to enable coding flexibility and to inherently
address the security aspect of IoT connectivity as well.

1.3 Feasibility to Address Coding Flexibility and
Cryptography on the Same Piece of Hardware

Figure 1: Dataflow for ECCr, AES, and ECCl . They share the
same underlying GF arithmetic operations.

Coding flexibility allows IoT applications to exploit the large
tradeoff space in data rate, link distance and energy-efficiency. How-
ever, realizing coding flexibility on a general purpose processor is
too inefficient, and it easily leads to 100× worse energy efficiency
compared to dedicated hardware accelerators, offsetting the benefit
of flexible coding. On the other hand, employing multiple dedicated
accelerators is expensive in terms of design effort and production
cost. Addressing this challenge, we propose a unified architecture
that is area- and energy-efficient to support not only flexible informa-
tion coding but also secure wireless communication via asymmetric
and symmetric cryptography.
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To demonstrate feasibility of the proposed solution, we first briefly
describe the datapath involved in example error correction coding
and cryptography processes. Fig. 1 (a) show the datapath of the
binary BCH code [42, 56], which has three coding parameters n,k, t;
n represents the codeword bit length, k represents the information
bit length and t indicates the number of bit errors correctable within
a codeword. A binary BCH code n,k, t is constructed from a Ga-
lois field GF(2m), where n = 2m −1. The decoding datapath of bi-
nary BCH consists of four kernels. The first kernel—Syndrome
Calculation—evaluate the received codeword. Non-zero syndromes
indicate that errors exist in the received codeword. The kernel—
Closed Form ELP [25]—solves the coefficients of the error locator
polynomial. Finally, the Chien search finds the roots of the error
locator polynomial, and the roots reveal the error locations. Bit errors
at these locations are corrected via GF additions. The BCH code is
favored by many low power devices [39, 46, 47] for its concise de-
coding process and effectiveness in correcting uniformly distributed
random errors.

Reed Solomon (RS) codes [27, 56] also have n,k, t parameters
and operate on GF(2m), where n = 2m −1. Unlike binary BCH, in
an RS code, n is the number of symbols in a codeword, where each
symbol has m bits. k and t are the number of information symbols
and the number of correctable error symbols in a codeword, respec-
tively. The decoding datapath is very similar to binary BCH. The
Berlekamp-Massey-Algorithm(BMA) is a generalized method to
solve the coefficients of the error location polynomial. RS decod-
ing requires an additional kernel—Forney Algorithm—to evaluate
the actual m-bit error values after the error symbols are located via
the Chien search algorithm. RS codes are suitable for correcting
multiple-burst bit errors (up to m error bits within a symbol). A
generalized RS decoder datapath is shown in Fig. 1 (b).

A variety of BCH and RS codes can be created with different
coding rates (k/n), GF sizes (2m) and the error correcting ability rep-
resented by the parameter t. As Fig. 1 (a) and (b) indicate, BCH and
RS codes share an identical datapath at a high level. One of technical
challenges involved in flexible block coding is efficient handling of
various GF sizes (2m) and irreducible polynomials associated with
each GF [12]. Dedicated hardware accelerators address this issue by
designing a hard-wired GF arithmetic unit that is specific to a given
GF size and an irreducible polynomial pair.

The datapaths of AES and ECCl shown in Fig. 1 (c) and (d)
respectively, which are distinct from that of the error correction
codes. Our proposed architecture exploits the fact that each step
involved in AES and ECCl can be converted to equivalent finite
Galois field arithmetic operations. For example, the S-box operation
in AES is equivalent to GF(28) inverse operation [7]. Similarly, the
point addition operation in ECCl can be mapped to a series of GF
multiplications, additions, and division in GF(2m), where typically
m > 100.

Fig. 1 (c) illustrates the AES encryption datapath for a single
round of processing. Different key lengths (128, 192 or 256-bit)
determine the number of rounds for a single encryption. Decryption
is very similar to encryption except that the kernels process in a
reverse direction with different constants to implement inverse.

The ECCl datapath is shown in Fig. 1 (d). The key operation in
ECCl is scalar multiplication (kP) performed on an elliptic curve [30,

34], where k is the scalar and P(xp,yp) is a point on the elliptic curve.
The scalar multiplication is further decomposed into two operations–
point addition (P1+P2) and point doubling (2P). Both point addition
and point doubling are computed via several GF multiplication,
square and multiplicative inverse operations. Depending on the ra-
tio between multiplication and multiplicative inverse, transforming
points to a different coordinate (e.g., the projective coordinate) may
be necessary to reduce the complexity.

We make an important observation that all coding and cryptog-
raphy processes under consideration (binary BCH, RS, AES and
ECCl) were derived from GF mathematics, therefore they share the
same underlying operations. However, their GF sizes and irreducible
polynomials can be very different. Addressing this challenge leads to
our proposed GF processor architecture described in Section 2. We
propose to implement the Galois field arithmetic unit as a dedicated
GF functional unit of the proposed processor to provide efficient
computation of complicated GF operations.

1.4 Contribution
To address generality in both coding and cryptography, we need to
support arithmetic flexibility in different bit-widths and arbitrary ir-
reducible polynomials associated with each Galois field. Meanwhile,
the cost of arithmetic flexibility needs to be affordable because IoT
devices are limited by strict power budget and area constraints. The
contributions of this work are summarized as follows:

• We analyze several error correction coding schemes and
cryptography kernels to identify the shared fundamental
operations.

• We propose a flexible bit-width Galois field arithmetic unit
consisting of two types of primitive arithmetic units: multi-
plication and square.

• These primitives are combined to support single cycle com-
plicated instructions: multiplicative inverses and long bit-
width GF products using 32-bit segmentation.

• We exploit the parallelism in coding and cryptography data-
paths, and employ (configurable) four-way 8-bit SIMD op-
erations to improve performance and functional unit reuse.
The SIMD computation datapath is shared among the mul-
tiplicative inverse and wide bit-width GF product instruc-
tions.

• We illustrate how to efficiently handle extremely wide bit-
width (> 100bit) multiplication by iteratively using the
SIMD-optimized single-cycle 32-bit products.

• The GF arithmetic unit is integrated into a two-stage in-
order processor. Several coding kernels and cryptography
kernels are evaluated using the proposed processor archi-
tecture.

We demonstrate the feasibility of a unified processor architecture
to enable coding flexibility and secure communication in low power
IoT wireless networks. The proposed processor enhances wireless
communication energy-efficiency by adapting the coding scheme
to various noise/interference conditions. At the same time, secure
communication is realized via symmetric and asymmetric cryptogra-
phy processes that are also efficiently implemented on the proposed
processor.
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2 THE PROGRAMMABLE LIGHT WEIGHT
GALOIS FIELD PROCESSOR

2.1 Processor Architecture

Figure 2: Proposed Galois Field Processor

The system architecture of the programmable Galois field pro-
cessor is illustrated in Fig. 2. Control related computation, integer
arithmetic operations and memory operations are conducted by regu-
lar functional units. Rather than implementing the full instruction set
of a Cortex M0+, we profile the workloads and identify the subset
of control instructions, integer arithmetic operations and memory
operations needed. We only implement this subset to conserve area.
We use a 32-bit datapath, and 16 entry 32-bit register file. We add a
Galois field arithmetic unit and associated instructions to optimize
GF operations. All SIMD GF instructions, including multiplication,
square/power, multiplicative inverse, and a 32-bit partial product
are single cycle instructions. Arbitrary irreducible polynomials with
degree smaller or equal to 8-bit are supported with the dedicated
configuration register (inside the GF Arithmetic Unit). The microar-
chitecture of GF arithmetic unit is discussed in Section 2.2 - 2.4.

Our instruction set architecture (ISA) is a combination of GF
instructions and a subset of Cortex M0+ instructions, which conduct
all non-GF instructions including control-related, memory and inte-
ger arithmetic operations. The GF instructions have a 26-bit format,
consisting of a 10-bit opcode and a 16-bit register field. Their opera-
tion is illustrated in Table 1. The GF arithmetic instructions support
a complete set of GF arithmetic operations.

2.2 The Galois Field Arithmetic Unit
In this design, we restrict our design to a binary Galois field (2m),
where m is the bit width to represent an element in the Galois field.
In this arithmetic, m-bit inputs produce m-bit output without a carry.
Addition and subtraction are identical; they are implemented via
bitwise exclusive-OR. Multiplication is performed as multiplication
modulo an irreducible polynomial. Since a GF(2m) can have many
irreducible polynomials, the selection of the irreducible polynomial
will affect the multiplication/multiplicative inverse operations. Flex-
ibility in GF arithmetic implies that we need to address various
bit-widths and different irreducible polynomials.

2.3 Design Challenges
In this section, we identify design challenges that are specific for a
flexible Galois Field arithmetic unit.

Format Description Operations
Category-I: SIMD Instr. Each RF holds four

8-bit GF values. All operations are in Galois field.
gfMult_simd
Rs1,Rs2, Rd

Multiplication Rs1 ⊗Rs2 → Rd

gfMultInv_simd
Rs, Rd

Multiplication
Inverse R−1

s → Rd

gfSq_simd Rs, Rd Square R2
s → Rd

gfPower_simd
Rs1,Rs2, Rd

Power RRs2
s1 → Rd

gfAdd_simd
Rs1,Rs2, Rd

Addition Rs1 ⊕Rs2 → Rd

Category-II: single cycle 32-bit Partial Product

gf32bMult
Rs1,Rs2, Rh

d ,Rl
d

32-bit Carryfree
Multiplier Rs1 ×Rs2 → Rh

d ,R
l
d

Category-III: Configuration
gfConfig
#Address

Load 56-bit coef.
to field config. register

∗Address → Rcon f ig

Table 1: Galois Field Instructions.

Figure 3: GF Arithmetic Design Challenge. To support a wide
range of bitwidths and arbitrary polynomials.

Most of the error correction codes and AES only require small
bit-widths to represent a GF element, specifically m ≤ 8 as shown
on the left side of Fig. 3. In contrast, asymmetric cryptography,
ECCl on the right side of Fig. 3, requires very long bit-width fields.
Several standard binary curves are recommended for ECCl [6, 43],
the smallest being 113 bits and the largest being 571 bits. Although
these two requirements differ widely in bit width range, we show
that they can be implemented efficiently with the same underlying
hardware.

Challenges arise because of the fact that, in contrast to integer
arithmetic operations, a smaller GF bit-width (m ≤ 8) operation
cannot directly use a larger GF bit-width datapath by simply setting
the most significant bits to zeros. Galois fields with distinct sizes
have completely different irreducible polynomials in terms of both
degrees and coefficients. Setting the most significant bits to zeros
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does not work even if the smaller bit-width irreducible polynomial
may be a subset of the larger bit width irreducible polynomial. For
example, BCH(31,26,1) on GF(25) is a subset of RS(255,239,8) on
GF(28), as shown in Fig. 3. However, even in such cases, setting the
most significant 3 bits to zero will not work because Galois field
requires a polynomial modulo operation. Fig.5 (b) will illustrate this
with an example.

Even the same bit-width datapaths cannot directly share the
same multiplication and multiplicative inverse units. For example,
RS(255,239,8) and AES both in GF(28) cannot use the same mul-
tiplication and multiplicative inverse units becasue of the different
coefficients in their irreducible polynomials. All in all, specific hard-
ware has to be designed to support variable bit-width GF operations.

2.4 The GF Arithmetic Unit Microarchitecture
The Galois field arithmetic unit microarchitecture is illustrated in
Fig. 4. It is composed of several basic units, including 16 8-bit GF
multiplication units and 28 8-bit GF square units. It also includes
one dedicated configuration register to support arbitrary irreducible
polynomial and control logic to selectively connect basic units to
execute different instructions.

Figure 4: Galois Field Arithmetic Unit. It supports SIMD instruc-
tions: multiplication, square, and multiplicative inverse, as well as
32-bit partial products. It has a dedicated configuration register
shared among the ALUs. The pipeline register is shared between GF
arithmetic units and the regular arithmetic logic units.

2.4.1 Primitive Units.
In this design, we employ two primitive computation units: multi-

plication and square.
Multiplication. We employ the compact GF multiplier method

introduced in [53]. It decomposes multiplication into a carryless
multiplier and a polynomial reduction module. The multiplier first
computes a (2m−1) bit full product in GF(2) from two m-bit inputs,
Fig. 5 illustrates this. The polynomial reduction module performs

modulo(c,r), where c is the carryless multiplier output and r is the
vector representation of the irreducible polynomial.

The polynomial reduction module is implemented as a linear trans-
formation by implementing a GF(2) matrix vector multiplication.
The reduction is done using a reduction matrix (P), which is derived
by a transformation of the irreducible polynomial (r → P), and can
be determined a priori. The reduction matrix is programmable by
writing the values of P to the dedicated configuration register.

The default Galois field operation in our datapath is GF(28)–an
8-bit datapath. The polynomial reduction circuits include an 8-by-7
matrix and a reduction vector of 7-bits as outlined by the green
dashed box. The remaining vector shown by the red dashed box fills
out the datapath bit width.

We deploy a new method, which selectively maps the full product
c to the polynomial reduction module based on a GF size dependent
pattern. The bit-width signal from the configuration register directs
the mapping circuit to split the full product c into the reduction
vector (green dashed box in Fig. 5) and the remaining vector (red
dashed box in Fig. 5).

The example of operating on a smaller bitwidth is illustrated
in Fig. 5 (b). This is done by first setting the most significant bits
to zeros and then changing the mapping of c to the polynomial
reduction step. The mapping of c depends on the GF size, with each
size having a unique mapping. As mentioned in Section 2.3, if only
the significant bits were set to zero without updating the mapping, the
c2 bit in the partial product would be mapped to the wrong position.
Our hardware contains a configuration register which specifies how
the mapping of partial products to the polynomial reduction should
occur, enabling us to support smaller bit-widths. As a result, we reuse
the same size computation resource in the polynomial reduction
module. The control overhead to support 5-, 6-, and 7-bit using the
8-bit computation unit is small: 8% of the entire arithmetic units.

Our method is in contrast to prior approaches for supporting
smaller bit-widths [53, 54], which instead increase the programmable
part of the reduction matrix-vector operation. An increased size of
the reduction matrix would require more computation resources. To
support 5-, 6-, and 7-bit multiplication, one option [54] is to add a
5-by-3 matrix vector operation, incurring more than 26% additional
hardware overhead. The other option [53] is to include a triangular
matrix, which requires more control when mapping the full product
to the linear transformation and several additional computations.

We compare our implementation with another configurable GF
multiplication—the popular systolic solution [19, 20, 45]. The mul-
tiplication resource comparison with a LSB method in [20] is shown
in Table 2.

The difference in combinational logic between the two meth-
ods is small, because it is determined mostly by the computational
complexity. The systolic method processes one bit polynomial mul-
tiplication and reduction at a time. To achieve the same throughput,
one sample per cycle, a bit-level pipeline method is required, which
results in a very short critical path at the cost of significantly more
area and power. As we target the IoT application domain which
does not require a very high throughput, our proposed design is a
preferred choice. We support wide bit-width products (> 8-bits) by
connecting multiple basic multiplication units together. This will be
elaborated on in Section 2.4.3.
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Figure 5: GF Multiplication Unit. Illustrating regular multiplication, smaller bitwidth multiplication and squaring.

Systolic This work
Polynomial

Modulo
Bit-pipelined

Single Step
Linear Transform

Comb.
AND 2m2 2m2 −m
XOR 2m2 2m2 −3m+1

FF
opa (m−1)m Pure

combinational
logic

opb (m−1)m/2
intermediate (m−1)m

Total area* 16.5m2 −10m 6.5m2 −7.75m
Configuration Datapath (shared by multiple ALUs)

FF p or S m m(m−1)
*AND : MUX : XOR : FF = 1 : 2.25 : 2.25 : 4

in a 28nm technology
Table 2: Resource Comparison for Different Multiplication
Methods

28nm GF mult GF square
m=5,6,7,8 ; arbitrary polynomial
# of cells 263 73

Area (um2) 199.59 63.48
Critical Path (ns) 0.4 0.2

Configuration of GF Arithmetic Unit
# of primitive arithmetic units 16 28

Table 3: Comparison between Multiplication and Square

Square. The square operation is the other basic unit in our GF
arithmetic unit. Although it is a specialized multiplication, we still
implement it as a separate unit for two reasons. Firstly, square is
much simpler than multiplication in Galois field. Mathematically,
the full product of a square only spreads the input and inserts zeros
in the odd positions as shown in Fig. 5 (c). Thus, a square oper-
ation only needs a polynomial reduction module. The hardware
comparison between multiplication and square is illustrated in Ta-
ble 3. Secondly, square is a heavily utilized operation to realize the
complicated multiplicative inverse instruction. We will elaborate on
this in Section 2.4.3.

Our preferred design includes 16 GF multiplication units and 28
GF square units. The four-way SIMD multiplicative inverse and 32-
bit partial product both require 16 GF multiplication units for single
cycle operations. 28 GF square units are needed to support a single
cycle SIMD multiplicative inverse. More multiplication units would
benefit elliptic curve cryptography applications, but result in more
idle hardware for error correction codes due to limited parallelism
(discussed in Section 3.1).

2.4.2 Centralized Dedicated Configuration Register.
We employ a dedicated centralized configuration register to support

various bit-widths and arbitrary polynomials. It is set via a special
configuration instruction when a Galois field is decided. Since it
is shared among all arithmetic units, the overhead of supporting
variable bit-widths and arbitrary polynomials are amortized.

The centralized configuration register is also used in data-gating
almost half of the combinational logic when the 32-bit partial product
instruction is executed, resulting in a 33% power reduction.

2.4.3 Complicated Instructions.
Complicated instructions such as multiplicative inverse, 32-bit par-

tial product, and SIMD instructions are realized by different connec-
tions among the primitive units in the interconnect fabric shown in
Fig. 4. Computation units are reused among different instructions,
reducing area overhead.

Multiplicative Inverse. In Galois field, multiplicative inverse can
be computed by α−1 = α2m−2, where α is an element in GF(28).
This can lead to a large power depending on m. To reduce the number
of power computations involved in this process, we propose using
the Itoh-Tsujii algorithm (ITA) introduced in [15]. The multiplica-
tive inverse instruction is implemented by connecting a series of
multiplications and squares. Four multiplications and seven squares
are concatenated to realize one 8-bit multiplicative inverse. Fig. 6
presents an example for multiplicative inverse in GF(24). Multiplica-
tive inverse over GF(23) is realized by muxing out the A6 power.

We also considered other systolic methods [26, 31, 58], based on
Euclid Algorithms (EA), which implement multiplicative inverse at
a higher throughput. The hardware resource comparison between
EA [26] and our method is illustrated in Table 4. We implemented
the ITA method for two reasons: first, we are not targeting a high

60



A Programmable Galois Field Processor for the Internet of Things ISCA ’17, June 24-28, 2017, Toronto, ON, Canada

Figure 6: Multiplicative Inverse. Interconnecting primitive units
to perform the multiplicative inverse.

Systolic Euclidean
Algorithm (pipelined)

This work
ITA

Comb.
m(6m+3)XOR+
m(6m+7)AND+
m(6m+5)MUX

(15m2 −11m)AND+
(15m2 −13m+4)XOR

FF m(6m+4) No need
Total

area* **
57m2 48.75m2

Configuration Datapath (shared by multiple ALUs)
FF m m(m−1)

* AND : MUX : XOR : FF = 1 : 2.25 : 2.25 : 4
in a 28nm technology

**only m2 item is considered,
which overestimate the area of our work

Table 4: Resource Comparison for Different Multiplicative In-
verse Methods

throughput application domain; second, the ITA method can use
existing multiplication/square hardware, requiring no extra area.

Single Cycle 32-bit Partial Product. A single cycle 32-bit par-
tial product utilizes all 16 of the 8-bit GF multiplication units and a
simple GF(2) addition (exclusive-OR). An example of 16-bit partial
product is illustrated in Fig. 7. Very wide bit-width (>100bit) GF
multiplication benefits from this single cycle 32-bit partial prod-
uct by iteratively using this product and performing a reduction
step on the CPU. An example of efficiently supporting GF(2233)
multiplication is detailed in Section 3.3.4.

SIMD Instruction. We support SIMD instructions for multiplica-
tive inverse (Fig. 6), multiplication and square (Fig. 8). Since there
are 28 square units, the even-power instructions can be carried out in
SIMD fashion with a few muxes, as shown in Fig. 8 (top). We imple-
ment a four-lane 8-bit SIMD datapath for two reasons. First, the gain
of a wider SIMD datapath is negligible because of limited parallelism
in the applications, which will be discussed in Section 3.1. Second,

Figure 7: 16-bit Partial Product Example.The 32-bit case follows
an analogous interconnection of primitive units.

we want to match the number of 8-bit GF multiplier involved in a
32-bit partial product and a SIMD multiplicative inverse. Both a 32-
bit partial product and a four-way 8-bit SIMD multiplicative inverse
can be realized with 16 8-bit full multipliers. Hence, a majority of
the computation resources are reused by different instructions.

Figure 8: 2-way SIMD GF Multiplication and Square/Power Ex-
ample. The 4-way case follows an analogous interconnection of
primitive units.

Data Gating of Idle GF Arithmetic Unit. The Galois field arith-
metic unit is not always active. The GF instructions are interleaved
with other instructions such as integer arithmetic and control in-
structions. Therefore, data gating is applied on the Galois field arith-
metic unit by feeding zeros as default inputs, so the updating on
the pipeline register will not incur switching activities in the GF
arithmetic unit, resulting in a 77% dynamic power savings.

3 EVALUATION
3.1 Application Kernels
Table 5 illustrates the kernels we are evaluating for both cryptography
and coding applications—here coding refers to the decoding process,
while encoding is also feasible with the proposed architecture. We
select the most common algorithms that works for all different
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types of RS/BCH codes. Even without any modification, the coding
algorithms and AES reveal some degrees of parallelism [27]. We
employ a four way SIMD to take advantage of this.

3.2 Kernel Mapping
Kernel mapping is performed by converting each step in ECCr,
AES, and ECCl to a series of GF arithmetic operations and datapath
control instructions.

The rest of this subsection is an example for syndrome calculation
in the RS/BCH decoder datapath. This is the first and the only
kernel that cannot be avoided in the decoding datapath. Because the
decision whether to perform the rest of the decoding datapath relies
on the value of syndromes. If syndromes are all zero, this indicates
that no error occurred and the decoding will terminate.

As illustrated in Table 5, there are 2t independent syndromes
to compute for t error correcting ability. Syndrome computation
is parallelized in a straightforward manner. Each syndrome Si is
typically computed using Horner’s rule via the recursive calcula-
tion in the form of Si, j = Si, j−1α i +Rn− j for j = 1,2, ...,n where
Si, j is the computed syndrome after j−rounds of recursion, α is a
primitive element in Galois field, and Rn− j is the received symbol
in the codeword. Si = Si,n holds when n is the number of symbols
in a codeword. The inner loop for syndrome calculation requires
one GF multiplication and one GF addition. On a general purpose
processor, the multiplication is typically optimized by performing
the calculation in the log domain [38] that requires table lookup
operations, as shown in left side of Table 6. With our architecture,
the GF operations will directly call the corresponding instruction, as
shown in the right side of Table 6.

The left column of Table 6 indicates that each inner loop of syn-
drome calculation involves one integer, one modulo, one bitwise
exclusive-OR, and two multi-cycle table lookup operations. In con-
trast, in our architecture, the inner loop involves just two single cycle
GF operations.

Because the inner loop computation on our architecture avoids
table lookup operations, we also achieve reduced data memory foot-
print. Furthermore, because we have less variables required for each
inner loop, our register files have less pressure. Finally, the 2t syn-
drome computations can be vectorized in a straightforward manner,
as discussed in the beginning of this section. The cumulative effect
of these improvements results in an over 20× speedup.

3.3 Performance
3.3.1 Methodology.

The baseline for our evaluation is obtained by running the kernels
from Table 5 in Keil uVision 5, an ARM integrated development en-
vironment. It includes both a compiler and cycle accurate simulator
, in which we can observe the executed assembly code. The target
platform is a Cortex M0+, a two-stage in-order processor [1]. To
obtain performance results for our architecture, we take the assem-
bly code that performs a Galois field operation, for example the left
column in Table 6, and replace it by our GF instructions. The control
code and other non-GF arithmetic operations are kept the same. The
reduced register pressure allows us to hold more data elements in
the unoccupied registers. The cycles to compute each GF instruction

using our architecture are deterministic and added to the simulated
runtime.

3.3.2 BCH/RS Decoder.
We implemented a decoder consisting of syndrome calculation,

Berlekamp-Massey-algorithm (BMA), Chien search and Forney’s
algorithm. The baseline implementation on the M0+ is optimized
by conducting GF multiplication / multiplicative inverse in the log
domain [38].

On our architecture, we do not need to operate in the log do-
main because all GF operations are directly performed on the GF
arithmetic unit. A binary BCH (31,11,5) decoder is realized by com-
bining the first three kernels and setting n = 31, k = 11, and t = 5 in
the algorithm. An RS (255,239,8) decoder is realized by utilizing all
four kernels (syndrome calculation, BMA, Chien search, Forney’s
algorithm) and setting the parameters to n = 255, k = 239, and t = 8.
The speedup is shown in Fig. 9.

Figure 9: ECCr Decoder Speedup over M0+. Specifically com-
paring against RS on GF(256) and BCH on GF(32).

Computation dominant kernels, such as syndrome calculation, are
very efficient on the proposed architecture. RS (255, 239, 8) has a
better speedup compared to BCH (31,11,5) because RS (t = 8) has
16 independent syndromes, a perfect match for our 4-way SIMD,
while BCH (t = 5), with 10 independent syndromes, looses two lanes
in the last round.

BMA experiences the least speedup because it is an iterative al-
gorithm with limited parallelism in the inner loop. In this evaluation,
we only exploit the most straightforward parallelism in computing
several intermediate t-degree polynomial coefficients. As discussed
in Table 5, Chien search has many independent elements to evaluate.
But for each element, the computation complexity is proportional
to the degree t. Comparing it to the complexity n (> t) of syndrome
computation, the control overhead of Chien search is larger.

Forney’s algorithm for RS codes has over a 10× speedup. For-
ney’s algorithm evaluates each error location using the GF multi-
plicative inverse and multiplication operations, which all map to
single cycle operations on our architecture. We are able to calculate
four independent errors in parallel.

The overall speedup for RS is more than 10×, which is better
than the binary BCH decoder speedup. Forney’s algorithm is not
required in the binary BCH decoder because the error is binary.
However, the binary BCH exposes another level of parallelism—
inter-codeword parallelism. One packet contains multiple shorter
codewords that can be decoded independently. Potentially, the inter-
codeword parallelism embedded in binary BCH could lead to a
higher performance gain if we had attempted to optimize for it.
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Application Kernel Function Description Parallelism Description

RS/BCH
Decoder
(n,k, t)

n = 2m −1
GF(2m)

Syndrome
Computation

Reflect the errors of
the received message

Explicit vectorizable with 2t independent syndromes.
Each syndrome can be computed in parallel.

Each requires n-steps of recursive computation.

Berlekamp-Massey
Algorithm

Find the coefficients of
error locator polynomial (ELP)

Λx = 1+Λ1x+ · · ·Λtxt

Small and implicit parallelism. 2t steps of iterative
computation to solve each coefficient of t-degree ELP.

Dependency among coefficients limits parallelism.

Chien Search
Find the root of ELP, which

indicates the exact location of errors
Explicit vectorizable with 2m independent elements

to evaluate the t-degree ELP.

Forney Algorithm
Calculate the error values

at the error locations
Parallelism depends on the number of errors.
Vectorizable with the computation of errors.

AES

AddRoundKey
Combine the state of

subkeys (in this round)
Vectorizable with 16 independent state bytes.

Sbox
Multiplicative inverse of

each state bytes
ShiftRow Scramble along the row Nonvectorizable data movement

MixColumn Scramble along the column Vectorizable with 4 of 4-by-4 matrix vector operation

Key Expansion Generate the next subkey
Vectorizable with 4 (a row).

Sbox the first row, then xor with all other rows.

ECCl

GF(2m)
multiplication

Fundamental operations of point
addition/doubling over binary GF(2m)
NIST standard curves have m > 100
with sparse irreducible polynomials.

Example: NIST Koblitz curve GF(2233)
with x233 + x74 +1

Utilize the single cycle 32-bit partial product.
Benefit from sparse polynomial reduction

GF(2m)
Squaring

Table 5: ECCr, AES, and ECCl Kernel Algorithms with Levels of Parallelism.

General Purpose Processor This work
For j = 1,2,...,N

sumIdx = BIN2Idx[sum]
sumIdx =(sumIdx+ i)% f ieldsize

sum = Idx2BIN[sumIdx]⊕R j

sum = sum⊗α i

sum = sum⊕R j

Table 6: Syndrome Computation Comparison between Embed-
ded GPP and Our Architecture

3.3.3 Symmetric Cryptography: AES.
Several open source benchmarks for AES [44] [3] [4] are compared.

The implementation in [44] achieves the best performance on the
baseline ARM M0+ platform.

Figure 10: AES Speedup over M0+

Across all the kernels, S-Box and MixCol/invMixCol show the
best speedup. Traditionally, S-Box is implemented as a table lookup

operation while in our architecture it is realized directly with the
multiplicative inverse operation. Similarly, MixCol/invMixCol in our
architecture are also realized directly by performing inner products
with Galois field arithmetic. The MixCol and invMixCol can use the
same code but with different coefficients.

We profiled these open source benchmarks, and observed that
MixCol/invMixCol is the hotspot. The selected baseline benchmark
on the ARM M0+ obtains the best performance mostly because of
good MixCol/invMixCol optimization. MixCol shows good opti-
mization because the coefficients for MixCol are 0x02, 0x03, 0x01,
and 0x01. GF multiplication with these values can be optimized into
a few exclusive-ORs and shifts. While for invMixCol, the coeffi-
cients are 0x11, 0x13, 0x09, and 0x14. As a result, the data depen-
dent optimizations on the ARM M0+ are not as efficient as MixCol.
Our system obtains a more than a 10× speedup on MixCol, and,
because our system is agnostic to the values of the coefficients, we
achieve an even higher 20× speedup on invMixCol kernel. Overall,
gains of more than 5× for encryption and more than 10× for decryp-
tion are achieved, mostly from improvements in MixCol/invMixCol
and S-Box.

3.3.4 Asymmetric Cryptography.
Multiplication/Squaring on GF(2233). Very wide bit width (e.g.

233-bit) GF multiplication and square are two essential operations
for ECCl . The literature states that GF multiplication typically ac-
counts for most of the execution time [50], approximately 80% [10,
18]. We utilize the same ITA method described in Section 2.4.3 to
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Operation
Load
(LD)

Store
(ST)

GF 32b Partial
Product

ALUs
Total
Cycle

233-bit multiplication
Full Product 72 71 64 112 462
Rearrange 8 – – 29 45

Polynomial
Reduction

8 8 – 60 92

Total Operation 88 79 64 201 –
Total Cycle 334 64 201 599

233-bit squaring
High Full Product

& Rearrange
5 2 5 30 49

Low Full Product
& Rearrange

5 8 3 58 87

Total Operation 10 10 8 88 –
Total Cycle 40 8 88 136

* ALUs include bitwise ops such as AND, SHIFT, XOR.
** GF addition is identical to BITXOR, sorted in ALUs.

*** LD/ST has 2 cycles; all other operations are single cycle.
Table 7: Operation Cycle Count Breakdown of ECCl GF(2233)
Multiplication/Squaring on NIST Koblitz Curve x233 + x74 +1

realize the multiplicative inverse operation. We hand-code these op-
erations on GF(2233) with a NIST Koblitz curve x233 + x74 +1 [43].

The multiplication on GF(2233) is achieved by performing two
steps. First, the full partial product of two 233-bit inputs (8 words
with 32bits/word) is computed and stored back to memory (16 words)
after this procedure.

The second step is to perform the polynomial reduction on the
partial product in the CPU. We rearrange the partial product into
the reduction vector and the remaining vector. We place the lowest
233 bits (c0-c232) into the first 8 words of memory and pad it with
23 zeros. The remaining bits (c233-c464) are padded with 24 zeros
to create the reduction vector in the last 8 words of memory. The
polynomial reduction operates on one 32-bit word at a time with only
a few shift and exclusive-OR operations. The CPU cycles required
for reduction is relatively low because the standard Koblitz polyno-
mial has only a few non-zero coefficients. The cycle breakdown of a
233-bit multiplication for ECCl is illustrated in Table 7.

The square operation follows the same procedure as multiplica-
tion. We also leverage the simple structure of the square discussed in
Section 2.4.1. Only 8 32-bit partial products are necessary to achieve
a square partial product. Memory operations to store intermediate
results are largely avoided. We interleave the full partial product
operations and then rearrange results together for square. The cycle
breakdown of a 233-bit square operation is presented in Table 7.

Table 8 illustrates the performance comparison to other works.
We achieve a 6.1× speedup on multiplication and a 2.9× speedup on
squaring for the same GF(2233) field. Typical software optimizations
involve pre-computed tables in memory, incurring a large storage
overhead, which is undesirable for low power devices. For example,
at least 4KB table storage is required in [11]. In our implementation,
table storage is entirely avoided.

Erdem [14] Clercq [11] This work

Platform ARM7TDMI
Cortex
M0+

2-stage pipeline
in-order proc.
with GF unit

GF(*) 2228 2256 2233

Mult. 4359 5398 3672 599
Square 348 389 395 136

Table 8: ECCl GF Multiplication/Squaring on Different Plat-
forms

GF(2233) Multiplication with Karatsuba Software optimiza-
tion. We provide architectural augmentation on the arithmetic level
for Galois field operations, which is orthogonal to register sched-
uling optimizations or other pure software optimizations. We have
applied the Karatsuba algorithm [23] as a pure software optimization
to compute the product of two large numbers. In contrast to the direct
product of two w-bit numbers which requires four w/2-bit multipli-
cations and four w/2-bit additions, the Karatsuba algorithm employs
three w/2-bit multiplications and six w/2-bit additions. Performance
improves when the cost of one multiplication is greater than the cost
of two additions. In this work, we employ a two-level Karatsuba
algorithm to perform the product of two GF(2233) numbers and use
the same method for sparse polynomial reduction. The Karatsuba
optimized GF(2233) multiplication obtains a speedup of 1.4× com-
paring to the direct method on our architecture, and a speedup of
8.4× compared to the baseline implementation.

Point Addition/Point Doubling. We implemented point addition
and point doubling on projective coordinates [34]. They require only
GF multiplication, square and addition operations. However, trans-
lating points from affine coordinates (in which coordinates directly
map to a point on an elliptic curve) to projective coordinates requires
the GF inverse operation. This translation is called once per scalar
multiplication. The cycle counts to perform point addition/point dou-
bling and multiplicative inverse are given in Table 9. The comparison
point, Clercq [10, 11] in Table 9, is implemented on an ARM M0+
platform. Our architecture with the direct product method achieves a
5.1× improvement for point addition, and a 3.5× improvement for
GF(2233) multiplicative inverse. Our architecture with the Karatsuba
software optimization achieves a 6.5× improvement for point addi-
tion, and a 3.6× improvement for GF(2233) multiplicative inverse.

Scalar Multiplication and ECCl Applications. Scalar multipli-
cation on an elliptic curve is the operation of adding a point on the
elliptic curve to itself repeatedly, i.e. kP = P+P+P+ ...+P for a
scalar k and a point P =(Px,Py) on the elliptic curve. We employ the
double-and-add method to implement scalar multiplication. For ex-
ample, k = 15, kP is computed as 15P = 2[ 2 (2P+P)+P]+P, which
requires 3 Point Additions and 3 Point Doublings. The Elliptic Curve
Diffie Hellman (ECDH) key exchange protocol [28] is one of the
most popular ECCl applications. It requires one scalar multiplica-
tion per session. The control operations to execute an ECDH key
exchange protocol are negligible compared to the workload to com-
pute a scalar multiplication. We employ a standard GF(2233) Koblitz
curve and a 112-bit level security, in which the highest bit of the
scalar k is one and the remaining 112 bits consist of 56 zeros and 56
ones. The resulting 56 Point Additions and 112 Point Doublings take
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NIST Koblitz
Curve-K233

Clercq
[10, 11]

This Work
Direct Prod.

This Work
Karatsuba

Level
1

Mult. 3672 599 439
Mult.

Pre-comp.
675 N/A

Addition 68 66 66
Square 395 136 136

Level
2

Point
Addition

34426 6742 5302

Point
Doubling

No
report

3499 2859

Inverse 139000 39972 38372
Table 9: Cycle Counts of ECCl Point Addition/Point Doubling

m=5,6,7,8; arbitrary polynomial
Configuration of GF Arithmetic Unit

28nm GF mult GF sq Inst. Control
# of primitive unit 16 28 –
Single primitive
unit area (um2)

199.59 63.48 –

Total Area
(um2)

3193 1777 1005
5760

Critical path (ns) 2.91ns @ GF multiplicative_inverse
Table 10: Power and Area of the Galois Field Arithmetic Unit

617,120 cycles to perform. There are additional supporting func-
tions, including two multiplicative inverses to perform coordinate
projection, which consume 157,442 cycles. Running at 100MHz,
our GF processor takes 7.75ms for one scalar multiplication and the
ECDH key exchange protocol finishes within 8ms. Note that this
latency is acceptable in majority of IoT applications because it is
only incurred during the initial key exchange process.

3.4 Power and Area
We implement the RTL-level design of our Galois field arithmetic
unit and the two-stage in-order processor. The design is synthesized
in a 28nm technology. Prime-Time/Power is used to estimate critical
path delay and power consumption, respectively. The instruction
sequences contain both program control instructions (from the ARM
compiler) and hand-coded GF instructions. Data inputs are random
generated. The switching activity is dumped from the testbench
and fed into Prime-Time/Power to generate a power/time estimation
using the synthesized netlist.

3.4.1 Galois Field Arithmetic Unit.
The 16 GF multiplier has 3193um2 area, 28 GF square has 1777um2

area, the design total area is 5760um2. The critical path is 2.91ns,
which happens at GF multiplicative inverse. The results are illus-
trated in Table 10.

The results indicate that our Galois field arithmetic unit is com-
pact, less than 6000µm2, and fast enough with a critical path of 3ns
to support applications in the IoT domain. We believe this Galois
field arithmetic unit is a basic building block that can be integrated
into many embedded processors as a hardware accelerator.

28nm @0.9V 100MHz Gate count
Area
(um2)

Power
(uW)

2-stage
Processor

Shell

Comb. 3482 2258 –
Register File 694 2254 –

Total 4176 4512 279
GF Arithmetic Unit 7494 5760 152

Design total 11670 10272 431
Table 11: Proposed GF Processor Characteristics

3.4.2 The Galois Field Processor.
As an example, we integrate the GF arithmetic unit into a two stage

in-order general purpose processor with a 16-entry 32-bit register
file. The total area is 10,272µm2 and consumes 431 µW at nominal
voltage 0.9V while running AES at 100MHz. The GF processor can
run at a maximum clock upto 300MHz, which is more than enough
for the low power, low bandwidth IoT application domain that we
considered in this work. Thus a deeper pipeline, which can provide
more throughput with a higher frequency and consumes more energy
per instruction, wasn’t considered as our control logic architecture.

We conduct SPICE simulation on this technology and apply volt-
age scaling optimizations to our design. The results show that the
design can be voltage scaled down to 0.7V for a target frequency of
100MHz. When scaling, we leave a more than 50% time margin to
account for increased variability at lower voltages. This time margin
is more than that of previously fabricated designs in 28nm [21] that
employ voltage scaling. At 0.7V, the GF arithmetic unit consumes
75µW, and the processor consumes 231µW in total. Voltage scaling
will improve our energy efficiency by 1.86×.

Figure 11: Layout. The area is 10,272um2.

3.5 Comparison to ASICs
Comparing to AES. Compared to the smallest AES ASIC from In-
tel [41], our Galois field arithmetic unit, which supports both encryp-
tion and decryption, is smaller than the total area of the encryption
and decryption datapath combined, as illustrated in Table 12. With
63.5% additional area in total, our processor can support not only
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Area
(um2)

Scaled to
28nm

Intel [41]
Encryption Decryption Total

2800 3482 6282
This
work

GF arithmetic unit Total
5760 10272

Table 12: Area Comparison with Smallest AES ASIC

Scaled to 28nm
0.9V 100MHz

Power
(uW)

Throughput
(Mbps)

Energy Efficiency
(pJ/b)

Zhang [59] 236 38 6.21
This work 431 12.2 35.5

Table 13: Comparison with the Most Energy Efficiency Com-
pact AES ASIC

the different modes of AES, but also various error correction codes
and efficient arithmetic support for asymmetric cryptography–ECCl .

On the other hand, programmable solutions are known to con-
sume more power than their ASIC counterpart. Our design consumes
6× more energy per bit compared to the most energy efficient com-
pact AES ASIC design [59]. For systems that are extremely power
constrained (i.e., 100s of µW ), the ASIC remains a more suitable
choice. However, if the system needs flexibility, then our design
remains a better choice than using the CPU to support that flexibility.
To achieve flexibility with an ASIC would require placing multiple
ASIC’s on the die, consuming area and increasing cost. Moreover,
our solution allows flexible coding and cryptography algorithms to
be updated. So for flexible designs concerned with area constraints,
our design is preferred.

We do not present any other complete energy efficiency and area
comparison at the application level. Other coding and asymmetric
cryptography ASIC solutions [29, 33, 35, 37] include implemen-
tations with very different features that are either not reported or
ambiguous. However, this does not affect the conclusion that a mul-
tiple ASIC solution will consume more area than our solution, given
the smallest AES [41] is over 60% of our total area.

Comparison to GF Multiplier ASIC. The work in [40] presents
a single cycle 64-bit Galois field multiplier for on-die acceleration of
public key encryption for a high throughput processor. After scaling
it down to 28nm, this GF multiplier accelerator consumes 1.25
mW at 0.9V and 100 MHz, while our GF processor including both
arithmetic unit and control logic consumes 0.43 mW under the same
condition. The area of our GF processor is 77% of this 64-bit GF
multiplier accelerator. In addition, our solution can be programmed
to support smaller bit-width operations, which are critical for flexible
coding support. Our proposed processor consumes 4× energy per
64b multiplication operation partially due to the register file and
control overhead and to the extra cycles for accumulation.

In summary, comparing to ASIC solutions, we provide programma-
bility to support various algorithms in different applications. The
unified underlying datapath allows us to address the flexibility within
a very small area. The efficient arithmetic support maintains the cost
of this flexibility within an affordable region for an IoT device.

4 RELATED WORKS
In previous works, flexible designs were only employed within a
particular application (RS, AES, or ECCl), and not optimized to sup-
port functionality across the entire GF application space. Previous
work [19, 45] focused on binary Galois field arithmetic optimiza-
tions for very wide bit widths, targeting for only the ECCl domain.
Moreover, they focus on achieving very high throughput, which is
different from the IoT space that this work focuses on. Previous
works, typified by [49], propose configurable and high throughput
solutions for symmetric cryptographic algorithms with efficient ta-
ble lookup support. [17] addresses both AES and ECCl in the same
processor. In their work, AES and ECCl have an individual com-
putation datapath, while the control and memory are shared among
two cryptographic methods. This is different from our implementa-
tion, where AES and ECCl utilize the same computation datapath
by sharing small bit-width SIMD operations and long bit-width op-
erations. Compared to the work of [2, 36, 48], which supports RS
coding with various parameters, we can perform not only RS codes
but also other coding schemes in Galois fields. The work in [55]
presents optimization for ECCl on both binary and prime domain,
but only on large bitwidths. The low power IoT devices typically
prefer binary Galois Field due to its neat implementation, thus we
don’t consider to support a prime Galois Field. However, we are
not just designing in the large GF for ECCl applications. We design
for a broader application domain that includes both small and large
bitwidth for both ECCl , ECCr, and AES applications.

5 CONCLUSION
In this work, we presented a light-weight Galois field processor,
providing efficient support for both flexible information coding and
secure connectivity on IoT devices. We described the design chal-
lenges and proposed a flexible bitwidth Galois field arithmetic unit
composed of two types of primitive units. Complicated instruc-
tions, including multiplicative inverse and wide bit-width partial
product were supported by selectively connecting these primitive
units. Configurable SIMD instructions were implemented to exploit
the parallelism in coding and cryptography. The arithmetic unit
was integrated into a two-stage in-order processor. Several coding
and symmetric/asymmetric cryptography kernels were mapped onto
our architecture, exhibiting a 5−20× speedup across kernels. We
demonstrated the effectiveness of our GF processor by synthesizing
it in a 28nm technology, where it consumed just 431µW at 0.9V and
100MHz, while only requiring a place/route area of 0.0103 mm2.

Finally, we demonstrated the feasibility of a unified architecture
to enable coding flexibility and secure wireless communication in the
low power IoT domain. The energy efficiency of IoT wireless com-
munication can be enhanced by enabling dynamic adaptation to the
error coding schemes in various channel conditions on the proposed
architecture. Meanwhile, secure communication was realized via
efficient support for both asymmetric and symmetric cryptography
on the same hardware platform.
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